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Abstract

In this paper we present an example-based approach to
learn a given class of complex shapes, and recognize in-
stances of that shape with outliers. The system consists
of a two-layer custom-designed neural network. We ap-
ply this approach to the recognition of pedestrians carry-
ing objects from a single camera. The system is able to
capture and model an ample range of pedestrian shapes
at varying poses and camera orientations, and achieves
a 90% correct recognition rate.

1 Introduction

The detection of people and monitoring of their activ-
ities in video is of interest to a great many applica-
tions, such as video surveillance, man-machine inter-
faces, video conferencing, and intelligent vehicle sys-
tems.

In this paper, we address a related and novel prob-
lem: that of detecting ‘unusual-looking’ pedestrians.
Specifically, we are interested in recognizing outliers or
abnormalities in the shape of a walking person, such
as caused by wearing a hat or carrying an object (an
umbrella, a handbag, a box, etc.).

Indeed, an important class of human activities are
those involving interactions of people with objects, such
as depositing an object, picking up an object, and the
exchange of an object between two people. Determin-
ing whether any single person is carrying an object is
an important part of inferring such interactions. Fur-
thermore, carried objects often alter the person’s ap-
pearance as well as the dynamics of his walking (de-
pending on the size and type of object), and so it is
also of interest to person identification methods that
use appearance and/or gait cues to determine whether
a person is carrying an object before trying to identify
them in a database.

We pose this problem within the general framework of

binary object classification (or recognition). Given the
sequence of blobs of a moving person (segmented from
the background), the goal is to classify it as (1) a pedes-
trian or (2) a pedestrian with shape outliers. The pro-
posed solution is an example-based learning approach,
that uses a two-layer custom-designed neural network
to model the distribution of pedestrians at any camera
viewpoint. Depth (scale) variations are normalized by
resizing the person blob to a uniform height (50 pixels).

Neural networks are known for their ability to express
highly nonlinear decision surfaces, which makes them
appropriate for classifying objects with high degree of
shape variability such as humans. The driving hypoth-
esis for using a Neural Net for this problem is that: a
trained neural net with single hidden layer with N in-
put nodes will be able to learn the variations in shapes
of the pedestrians and will then be able to successfully
classify inputs as pedestrians and outliers.

This method is invariant to camera viewpoint and
depth. For simplicity, it assumes that the task of per-
son detection (i.e. determining whether a foreground
blob corresponds to a moving person) is achieved by a
different preprocessing module. Many vision methods
have already successfully addressed this problem, such
as [6].

2 Related work

The class of vision methods dealing with the detection
and recognition of pedestrians can be divided into three
categories: (1) model-based methods that use hand-
crafted structural models of the human body, (2) holis-
tic methods which model the appearance or shape of
the entire body (as a whole), and (3) motion-based
recognition methods which use a model of the move-
ments of the whole body or individual parts of it. The
method proposed in this paper is of the second cate-
gory. The advantage of this approach is its generality;
it learns the shape model from examples, and hence is
not specific to humans and can be readily applied to the



recognition of any other class of objects. For example,
[3] uses a neural net to discriminate pedestrians based
on the disparity map obtained from a stereo pair. Also,
[4] uses wavelet features in combination with a Support
Vector Machine (SVM) classifier.

The problem of carried object detection has been ad-
dressed separately by [5] and [2]. While the latter
takes a motion-based recognition approach by analyz-
ing shape and periodicity cues over time, the former is
similar to our approach in that it attempts to locate
outlier regions (or significantly protruding regions) of
the person’s binary silhouette in static images. How-
ever, they achieve this based on simple assumption of
the symmetry of normal human shape, and not by
learning the shape of normal and abnormal human
shapes, as in our method.

3 Method

An overview diagram of the method is shown in Figure
1. An input image sequence is first processed to seg-
ment the object from the background and track it in
each frame (if it is moving). The obtained sequence of
blobs are then properly aligned and scaled to a uniform
height. Each blob in this sequence is then classified sep-
arately. Finally, the classification results of the entire
sequence of blobs are collectively processed to decide
the class of the object.

3.1 Neural Net Design

Figure 1: Neural Net Structure

3.1.1 Network Structure: Based on the fact
that: Neural networks with a bias, a sigmoid layer, and
a liner output layer are capable of approximating any
function with a finite number of discontinuities [1]. We
designed a network (Figure 1) with one hidden layer of
sigmoid neurons, followed by an output layer of a linear
neuron. The input of the neural net are the pixels of the
rectangle bounding the blobs of interest. The output
of the neural net varies from -1 to 1.

3.1.2 Number of hidden nodes: The num-
ber of hidden nodes is a key parameter in structure
of a neural network. Since there is no robust analytic
method to find the number of hidden nodes, we resorted

to experimental methodology. We train the neural net
for different number of hidden nodes ranging from 5 to
38 and observe the classification accuracies obtained.
The classification accuracy increases with the increase
in the number of hidden nodes, as expected. The higher
the number of hidden nodes, the more expressive is the
neural net, and hence the higher is the classification
rate. However, beyond a certain number, which turns
out to be 19-21 (Table 1) for an input size of 1500
nodes (50x30 image), the classification accuracy satu-
rates. As the number of hidden nodes increases further,
the learning process becomes slower and it takes longer
to learn. Thus using 20 hidden nodes gives us a neural
net structure that is expressive enough for our problem
domain (as will be discussed in Section 4) and takes the
least learning time.

3.1.3 Training Method: Another crucial de-
sign parameter in the neural net is the training method
to be used. There is no training method that works
best for all domains. Also because of the size of the in-
put vector and since we are using batch mode training,
some methods have unfeasibly high memory require-
ments. Such methods were not even considered for
evaluation. The methods evaluated and corresponding
observations are given below:

1. Batch Gradient Descent: Converges in nearly
10000 Epochs (error rate similar to Scaled Con-
jugate Gradient)

2. Batch Gradient Descent with Momentum: Con-
verges nearly in 5000 (error rate similar to Scaled
Conjugate Gradient)

3. Variable Learning Rate: Does not converge

4. Resilient Back-propagation: Does not converge

5. Scaled Conjugate Gradient: Converges in less
than 500 Epochs

6. One Step Secant Algorithm: Converges in nearly
500 epochs but error rates much higher as com-
pared to Scaled Conjugate Gradient

Thus, Scaled Conjugate Gradient gives us the best
error rates and minimum learning time, hence is the
method of choice.

3.1.4 Normalization: The input training and
test data is normalized to the range -1 to 1. Without
this normalization, with 20 hidden nodes, and using
Scaled Conjugate Gradient method of Error Back Prop-
agation (EBP), the system converges to the required
performance level for our problem domain (discussed
in Section 4) in more than 10000 epochs as compared
to 200 epochs which it takes after normalization.



Figure 2: Three Stage Process of Classification

3.2 Classification
Once we have identified the neural net structure and
trained it using the preprocessed data, we can design
a three-stage system to extract outliers in pedestrian
shapes (Figure 2). Stage one consists of extracting
blobs of interest from the scene, tracking and resiz-
ing them. Stage two consists of feeding these blobs
into the neural system which then classifies them as
pedestrians or outliers. In this stage no temporal in-
formation of the video is used. The system classifies
each frame independently. Finally, in stage three we
use the temporal information and the result given by
stage two to achieve our goal which could be either
detecting unusual looking pedestrians.

3.2.1 Stage 1: Foreground Extraction and
Tracking: Since the camera is assumed to be static,
foreground detection can be achieved via background
modelling and subtraction. We use the non-parametric
background modelling technique that is essentially a
generalization of the mixed-Gaussian background mod-
elling approach[7], and is well suited for outdoor scenes
in which the background is often not perfectly static
(for e.g. occasional movement of tree leaves and grass).
A number of standard morphological cleaning opera-
tions are applied to the detected blobs to correct for
random noise. Frame-to-frame tracking of a moving
object is done via simple overlap of its blob bounding
boxes in the current and previous frames.

3.2.2 Stage 2: Neural Net Classification:
The normalized test data is fed into the trained neu-
ral net. For each frame of the test data, the neural
net outputs a value ranging from -1 to 1. A threshold
can be chosen depending on the requirements of the
application domain.

3.2.3 Stage 3: Postprocessing: The output
of the neural net does not take the temporal infroma-
tion into account. Its gives a frame by frame classifica-
tion for the input video. A simple hueristic is to take

a majority vote among the frames and assign the class
of the majority to the input video. Detailed pattern
analysis can be done on the output of the neural net to
obtain more information (discussed in Section 5)

4 Experiments and Results

We applied this technique to the problem of carried
object detection i.e. detecting pedestrians carrying ob-
jects.

4.1 Training Data and Test
The train and test data for our problem domain was
collected using a Sony Digital camera placed on the
window of the third floor of a building, in an attempt to
simulate a real surveillance configuration. People enter-
ing the building and exiting the building were captured
over a day from morning till evening. Different people
were captured with different zoom parameters depend-
ing on where in the scene were they captured. The
orientation of the camera with respect to the pedes-
trians varied depending on the location of the target
pedestrian on the ground. The data collected was not
controlled at all and the pedestrians who were captured
did not know about the setup at the time of taping.
Figure 3 shows example shots of the captured data
(video attached data1.avi). The data collected was
then processed as described in the Section 3.2.1 to get
the training and test data. The example shots of the
training and test data are given in Figure 4&5 respec-
tively (video submitted for positive data: posMiss1.avi
& posMiss2.avi and negative data: negBad.avi).

Figure 3: Sample shots of collected data

We did foreground extraction for a total of 18 positive



# Hidden Nodes 5 8 11 14 17 20 23 26 29 32 35 38
Error in Classifying +ve Training Data 0 0 0 0 0 0 0 0 0 0 0 0
Error in Classifying -ve Training Data 6 0 0 0 0 0 0 0 0 0 0 0
Error in Classifying Test Data 0 15 27 33 7 0 11 14 50 22 9 28
# Epochs ∝ 215 243 185 163 289 244 388 271 367 354 478

Table 1: Performance v/s Hidden Nodes (NOTE: Training Method for above experiment: Scaled Conjugate Gradient)

Positive Total # of # of Frames # of Frames # of Real
Video # Frames Misclassified Correctly Misclassified Misclassification

1 200 153 23 130
2 7 0 0 0
3 92 4 0 4
4 74 71 36 35
5 193 15 4 11
6 115 17 15 2
7 78 16 13 3
8 199 77 20 57
9 389 46 43 3
10 300 13 9 4
11 177 34 18 16
12 197 21 0 21
13 153 2 2 0
14 316 202 45 157
15 91 4 0 4
16 180 160 81 79
17 142 20 4 16
18 199 170 18 152

TOTAL 3102 1025 331 694

Table 2: Classification Results for video sequences containing people carrying objects.

Negative Total # # of Frames # of Frames # Real
Video # of Frames Misclassified Correctly Misclassified Misclassifications

1 178 10 2 8
2 176 0 0 0
3 99 2 0 2
4 179 1 1 0
5 164 91 33 58
6 177 1 0 1

TOTAL 973 105 36 69

Table 3: Classification Results for video sequences containing people not carrying objects.



videos i.e. videos of people carrying an object and 6
negative videos i.e. pedestrians not carrying an object.
We then performed leave-one-out on the set of these 23
videos. For each video, we created a neural net using
all videos except that video as the training data and
then tested the system on the video which had been
left out.

Figure 4: Examples of blobs of pedestrians carrying ob-
jects

Figure 5: Examples of blobs of normal pedestrians

4.2 Results
Table 2 and Table 3 show the classification results
for the videos of people carrying objects, referred to
as “Positive videos” (example videos submitted: pos-
Miss1.avi & possMiss2.avi) and videos of people not
carrying objects, referred to as “Negative Videos” (ex-
ample videos submitted: negBad.avi). A frame is
termed “Misclassified” if it belongs to the video of a
person carrying object and is classified as a person
not carrying an object or for “Negative Videos” if the
frame gets classified as a person carrying an object.
For ground-truthing, we examined all the images that
had been misclassified to see if a human observer could
classify them correctly. The images which a human
observer did not classify correctly and the system also
misclassified are termed “Correctly Misclassified” in
the Table 1&2. This “Correctly Misclassified” image

count was then subtracted from the “Misclassification
count” to get the “Real Misclassification”, which is a
count of the images that a human observer could clas-
sify correctly but our system could not.

For post-processing we use a simple heuristic of clas-
sifying a video as carrying or not carrying an object
based on the classification of majority of frames in the
video. This simple heuristic gives us 2 misclassifica-
tions (both videos submitted: possMiss1.avi & poss-
Miss2.avi) in the set of 22 videos we have which is 91%
classification accuracy. In terms of frames, 81.3% of
the total frames, 77.6% of the positive frames and 93%
of the negative frames were classified correctly.

4.3 Discussion
A key observation is that the misclassification of posi-
tive frames is significantly higher than the misclassifi-
cation of the negative frames. This can be explained
by the fact that the positive data i.e. pedestrians car-
rying objects have a much higher dimensionality than
pedestrian not carrying objects. Thus the amount of
variations in the former is much more than the amount
of variation in the latter. Thus the “representative set”
needed for the class of pedestrians carrying objects is
much larger than for the class of pedestrians not car-
rying objects. Our dataset of 18 positive videos is in-
sufficient to represent the variability of its class. When
we leave one positive out, in a set of 18 videos there is
a high chance that the system would now never have
seen a person carrying that kind of object that was left
out. Hence the chances of performing bad are higher
because of insufficient training data. Our belief is that
with a much larger data, the % classification of posi-
tive instances will also go up to the current value of the
classification of negative instances.

5 Conclusion

We have described a robust neural net based technique
for modeling the variability in pedestrian shapes and
then detecting outliers. The success of this approach
lies in the fact that neural nets are able to learn non-
parametric functions and hence can capture the vari-
ations in human shape. This has wide applications in
domains such as activity understanding, surveillance,
human identification etc. To prove the effectiveness of
the approach we have applied it to the domain of car-
ried object detection and achieved promising results.

6 Future Work

Future work includes rigorous analysis of the system
by training and testing it on a much larger data set.



Improvements can be made by doing better background
subtraction, using better feature vectors (e.g. wavelet
coefficients, signature etc.) which will reduce the di-
mensionality of the problem and improve the classifi-
cation. The post-processing heuristic of majority clas-
sification is sufficient for the task at hand but a better
post processing will enable us to extract more informa-
tion of what is going on in the scene. For example a
person might carry an object for some time, then drop
it and walk away. This can be easily detected from the
frame-based output of the neural net. It will be a nice
idea to have a classifier here which tries to classify the
output of the neural net over a period of time into some
interesting and informative classes.
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